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Abstract

Domain generalization has become a critical challenge in predic-
tive healthcare, where different patient groups exhibit shifting data
distributions that degrade model performance. Still, regular domain
generalization approaches often struggle in clinical settings due to
(1) the absence of domain labels and (2) the lack of clinical insight
integration. To address these challenges in healthcare, we aim to
explore how medical ontologies can be used to discover dynamic
yet hierarchy-grounded patient domains, a partitioning strategy
that remains under-explored in prior work. Hence, we introduce
UdonCare, a hierarchy-pruning method that iteratively divides
patients into latent domains and retrieves domain-invariant (la-
bel) information from patient data. On public datasets (MIMIC-III,
MIMIC-IV, and eICU), UdonCare shows superiority over eight gen-
eralization baselines across four representative clinical prediction
tasks with substantial domain gaps, highlighting the potential of
medical knowledge for enhancing model generalization.
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1 Introduction

The digitization of clinical data, notably electronic health records
(EHR), has transformed healthcare by enabling efficient computa-
tional analysis. Current deep learning techniques have also achieved
significant gains in diagnosis, mortality, and readmission prediction
tasks [21, 39, 59, 68]. Still, these models trained on a set of training
samples (source) often suffer performance drops when applied to a
new test set (target) in a different domain. Domain shift denotes
distributional changes between patient groups, such as data from
different hospitals or time periods [26, 38]. Consequently, handling
domain shift is a prerequisite for alleviating performance degrada-
tion in clinical predictive models [54, 57]. It also aligns with the
objective of most domain generalization (DG) methods, such as
meta-learning [2, 11], feature alignment [13, 29], and latent-domain
techniques [34, 54] for robust prediction.

In this work, we study DG problems in healthcare applications,
which pose unique challenges beyond conventional DG scenarios:
(1) Domain IDs (labels) are usually unseen in EHR datasets, but
most DG solutions require the presence of domain IDs [54]. Thus,
some studies treat each patient as a unique domain [11, 57], which
is overly fine-grained and unstable for model training, and others
rely on broader partitions (e.g. institute & admission year), which
overlook clinical heterogeneity [14, 61]. (2) Even though some DG
methods do not rely on domain IDs [1, 32], they overlook clinical
semantics. For instance, prior DG methods [34, 54] cluster instance
features to form latent domains, but the resulting partitions are
highly sensitive to training data. In practice, patient groups vary
significantly, especially over longer admission periods. Existing DG
methods can capture feature-level similarity, but not the progression
of medical concepts. Hence, it is crucial to construct robust domains
with explicit definitions grounded in clinical relevance.

To address these challenges, we explore the following research
question: Instead of assuming the presence of domain IDs, can we
leverage medical knowledge to guide models in discovering domains
that are both adaptive and clinically meaningful? In hospitals, vis-
iting patients are treated based on their medical history, which
includes medical concepts such as diseases or medications. For
instance, when dealing with heart failure patients, hospitals may
categorize heart failure as a distinct domain or group it with other
cardiovascular diseases. Similarly, heart failure corresponds to a leaf
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(a) Without Pruning
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✗ ✗ ✗ ✗

22 domains
2 soft labels

23 domains
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(b) Prun Disease A & B

✗ ✗

Figure 1: An example showing how medical knowledge pro-

vides guidance to domain discovery.We adopt the ICD-9-CM
hierarchy with 4 diseases (left) to illustrate how higher-level enti-
ties can manage the possible size of generated latent domain. Note
that, discovering fewer domains does not necessarily lead to better
predictive performance. We present a flexible solution to discover
dynamic domain labels across different tasks.

node under a higher-level node grouping cardiovascular diseases
in ICD-9 ontologies [53], which motivates us to use a pruning algo-
rithm to identify appropriate ancestor nodes for domain partitions.

However, translating medical ontologies into a form suitable
for latent domain discovery is not a simple problem. Existing DG
methods identify latent domains by clustering patient-level rep-
resentations in vector spaces [34, 54], which precludes the direct
incorporation of ontology hierarchies. Meanwhile, medical ontolo-
gies are commonly used to enrich patient representations via graph
neural networks [21], but these ontologies are rarely explored as
structural rules for discovering latent domains. Thus, we aim to
bridge this disconnect and leverage ontologies not as auxiliary fea-
tures, but as principled constraints that shape domain formation in
a clinically meaningful way.

To this end, we introduce UdonCare, a framework that discovers
Unseen domains with adaptive granularity to enhance model gen-
eralization in predictive healthcare. It ensures domain partitions
remain consistent with clinical semantics while maintaining flexibil-
ity for adaptive generalization (see Figure 1). Concretely, a pruning
algorithm is developed to merge similar concepts on hierarchies
and generate soft labels as domain IDs for patients. To explicitly
remove covariates from patients, we propose a mutual learning net-
work, which only retrieves label information upon the orthogonal
factorization for final predictions. During training, model param-
eters are jointly optimized in an iterative manner across epochs,
enabling the pruning module to adjust domain partitions based on
the evolving latent embeddings. Our main contributions are:

◦ To the best of our knowledge, this is the first work using medical
ontologies to tackle clinical DG problems. It reveals the poten-
tial of medical ontologies for discovering latent domains for
handling covariates, rather than serving as feature enrichment.
◦ UdonCare shows robustness across four predictive tasks on
two public datasets, outperforming both clinical DG [54, 57] and

regular DG baselines. For example, our model achieves up to a
12.8% relative AUPRC improvement over the strongest baseline.
◦ We extend more analyses to show that UdonCare handles
domain shifts through hierarchy-grounded domain partitions
and accurate invariant feature learning, without sacrificing
computational overhead.

2 Related Work

2.1 Domain Generalization (DG)

DG is pursuing adjusted models which are specially designed to
remove domain-covariate features from hidden representation [36].
Most studies are dedicated to solve performance drops on target
domain across diverse scenarios like image classification [10, 66,
69], and they can be categorized as three different ways: (i) An
intuitive way is to minimize the empirical source risk, either domain
alignment [13, 29, 65] and invariant learning technique [31, 52,
62] aim to convey little domain characteristics to acquire task-
specific features. (ii) Contrastive learning [20, 25, 60] becomes an
alternative for data augmentation, studies employed the contrastive
loss function to reduce the gap of representation distribution in one
category. (iii) Meta-learning [2, 11] and ensemble-learning [5, 8]
approaches handle domain shifts through dynamic loss functions.
However, they predefine either numerous or few domains in clinical
settings [54], which motivates us to design an adaptive way to
discover latent domains from learnable parameters.

2.1.1 DG in Clinical Prediction. Prior works have shown that EHR
predictive models often suffer performance drops when transferred
to unseen patients with different data distributions [26, 38]. Some
studies [17, 63, 65] adopt feature adaptation to align domain shifts
across multiple hospitals and different time periods [40, 64]. Re-
cently, more works consider model generalization by mitigating the
patient-specific domain shifts [14, 15, 67], which offers a flexible
alternative inmore scenarios. Moreover, ManyDG [57] learns invari-
ant features by treating each patient as unique domain; SLDG [54]
develops a mixture-of-domain method to divide patient domains
by concept-level features. However, they address domain partition
with simplifying heuristics such as linear dependencies [28], while
support from medical knowledge beyond training data remains
unexplored in clinical DG problems.

2.2 Hierarchy-Aware Predictive Modeling

EHR prediction models can be broadly categorized into three types:
RNN/CNN-based models [7, 48], graph-based models [21, 33], and
Transformer-based models [16, 39, 42, 49]. Many graph-based stud-
ies [7, 33, 42] use medical hierarchies as structural priors, based on
the assumption that diseases within the same cluster share common
characteristics. In practice, medical ontologies are often combined
with co-occurrence graphs to define the message-passing structure
of graph neural networks [18, 55, 56]. However, this paradigm may
introduce systematic bias, especially when disease associations
capture local co-occurrence patterns rather than global clinical
regularities [30]. This limitation motivates us to study medical
hierarchies beyond their common use for adjusting code embed-
dings. Specifically, we explore the potential of medical hierarchies
from the perspective of DG. Hierarchical relations may help reveal
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how clinical patterns and data distributions vary across patient
groups, yet such structure has rarely been used to characterize
patient domains. Our work aims to bridge this gap by integrat-
ing hierarchy-aware modeling with DG methods to improve the
robustness of EHR predictive models under distribution shifts.

3 Preliminary

Clinical Prediction on EHR Data. Each patient x(i) consists
of a longitudinal sequence of admissions {𝑉 (𝑖 )1 ,𝑉

(𝑖 )
2 , . . . ,𝑉

(𝑖 )
𝑇
}. We

denote the entire set of medical concepts as C = {𝑐1, 𝑐2, ..., 𝑐 | C | },
and each admission contains a subset of C. Most predictive models
predict clinical outcomes y(𝑖 ) ∈ {0, 1}𝑑 at a future visit 𝑉𝑡+1, and
they train a feature extractor 𝑓𝜙,𝑘 (·) : x𝑘 ↦→ p𝑘 to encode x𝑘 (omit
𝑖 in single patient) into patient embedding

p𝑘 = 𝑓𝜙,𝑘 (x𝑘 ) ∈ Rℎ, (1)

where 𝑓𝜙,𝑘 is the encoder for feature key 𝑘 , and ℎ denotes the
dimension. When 𝑓𝜙 (·) are trained on source training data sampled
from distribution 𝑃𝑠 , we often expect the learned model to also
perform well on target data drawn from 𝑃𝑡 by assuming 𝑃𝑠 = 𝑃𝑡 .
However, it is possible that these two distributions differ a lot
𝑃𝑠 ≠ 𝑃𝑡 due to spatial and temporal shifts, which motivates the
need for DG solutions to factorize label information that remains
invariant across clinical environments.

Concept-Specific Hierarchy. In EHR data, certain medical
concept 𝑐𝑖 ∈ C always originates from a hierarchical encoding
system, such as International Classification of Diseases (ICD [53])
and Anatomical Therapeutic Chemical (ATC [37]). We define a
concept-specific hierarchy H of 𝐻 levels, and 𝑛 (ℎ)

𝑖
is denoted as

the 𝑖-th node on level ℎ. Leaf nodes at level𝐻 represent actual codes
via the mapping𝑚 : 𝑐𝑖 ↦→ 𝑛

(𝐻 )
𝑖

with node feature e𝑖 stored in 𝑓𝜙,𝑘 ,
and Desc(·) denotes the set of descendant nodes. Note that, the
root node 𝑛 (1)1 at the top level subsumes all nodes inH , and any
two leaf nodes 𝑛 (𝐻 )

𝑖
and 𝑛 (𝐻 )

𝑗
share at least one common ancestor.

In this paper, we focus on the disease hierarchy (i.e. ICD-9-CM) for
method clarity, while more ontologies (treatments and medications)
are also involved and discussed in Appendix B.

4 Methodology

UdonCare iteratively operates two main steps (as shown in Fig-
ure 2): (1) developing a pruning algorithm for medical hierarchies
to discover latent domains; (2) learning invariant features by fac-
torizing patient embeddings in projection space.

4.1 Hierarchy-Guided Domain Discovery

While domain IDs are unavailable in EHR data, it is intuitive that
patients with similar medical diagnoses (concepts) often belong to
the same domain. Naively partitioning patients by medical histories
x implicitly induces soft domain labels, but leads to an exponential
growth of latent domains with vocabulary size |C| (i.e., 2 | C | ). To
address this issue, we propose a hierarchy-guided domain discovery
algorithm that prunes overly fine-grained nodes and assigns domain
IDs at appropriate ancestor levels, forming a compact domain set
that still covers all concepts (see Figure 1). An assignment matrix

M can be generated to query domain IDs via

M := DiscoveryAlgo
(
{x(𝑖 ) }𝑁tr

𝑖=1

)
∈ {0, 1}𝑁tr×|C

′ | , (2)

where 𝑁tr is the number of training patients, |C′ | is the pruned vo-
cabulary size. It merges fine-grained codes into higher-level clusters,
allowing patients with or without a particular disease to occupy
different latent domains as needed.

4.1.1 Initialization on Domain IDs. Following the previous set-
tings [21, 33], we only focus on patients with multiple admissions
𝑇 ≥ 2. This sequence should be then converted into a single vector
that consolidates all prior visits. Hence, we aggregate patient data
{x1, x2, . . . , x𝑇 } into a unified representation X =

∨𝑇
𝑡=1 x𝑡 , where

medical concepts shown in each admission are merged to form a
accumulated medical history. Note that, X is the most fine-grained
domain partition for all patients.

4.1.2 Initialization on Node Features. With X for each patient,
concept-specific ontology H with node features are required to
decide whether fine-grained medical concepts group diseases into
higher-level clusters or are preserved. We initialize leaf-node fea-
tures e𝑖 ∈ Rℎ by: (1) for present code 𝑐𝑖 in S, e𝑖 is initialized from
embedding layer E(𝑒1, . . . , 𝑒 | C | ) in 𝑓𝜙,𝑘 (·); (2) for absent code 𝑐𝑖
in S, e𝑖 is its embedding of entity name through ClinicalBERT [19].
The feature of a parent node e(ℎ−1)𝑛𝑖 is then computed from the
embeddings of its descendants at level ℎ:

e(ℎ−1)
𝑖

:=
1

|Desc(𝑛 (ℎ−1)
𝑖

) |

∑︁
𝑛∈Desc(𝑛𝑖 )

e(ℎ)𝑛 , (3)

which extends E(𝑒1, . . . , 𝑒 | C | ) to E(𝑒1, . . . , 𝑒 |H | ) over the entire hi-
erarchy. Still, it fails to capture the hierarchical distances inH . For
example, two leaf nodes might have similar features without shar-
ing the same parent node. Under this scenario, their lowest common
ancestor (LCA) 𝑛LCA (𝑑𝑖 , 𝑑 𝑗 ) could be an alternative reflecting such
similarity. Hence, we mimic the principle of hierarchical cluster-
ing [24] in this stage. Concretely, we determine the most similar
node pair (𝑑𝑖 , 𝑑 𝑗 ) based on their cosine similarity cos(e𝑑𝑖 , e𝑑 𝑗

), and
then update their LCA embedding

eLCA(𝑑𝑖 ,𝑑 𝑗 ) ← Average
(
eLCA(𝑑𝑖 ,𝑑 𝑗 ) , e𝑑𝑖 , e𝑑 𝑗

)
. (4)

This process continues down the similarity list until the remaining
highest similarity falls below the threshold 𝜌 = 0.3.

4.1.3 Node Scoring. For each node 𝑛 ∈ H , a score function 𝑆 (𝑛) is
crucial for the algorithm to identifywhich node is a good “candidate”
for final selection. Motivated by information gains in Decision
Tree [46], we define three indicators for evaluation:
(1) Coverage, cov(𝑛): measures the ratio of covered leaf nodes

𝑛 ∈ L. A higher value indicates greater coverage, favoring the
selection of higher-level nodes.

(2) Purity, pur(𝑛): gauges how cohesive the partitioned tree is in
the embedding space. A higher value indicates that leaf nodes
are similar to the subtree’s root node.

(3) Depth, dep(𝑛) ∈ {1, . . . , 𝐻 }: indicating the level of node 𝑛 in
the hierarchy. A larger value corresponds to more fine-grained
codes, favoring the selection of deeper nodes.
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Figure 2: The Overall Framework of UdonCare. The forward structure adds a domain pathway for mutual learning, extending beyond
the backbone pathway of conventional predictive models. We feed patient data x into the backbone pathway, which learns patient features
p through 𝑓𝜙,𝑘 (·) and produces the output prediction 𝑦𝑝 . In parallel, we obtain 𝑦ℎ along the domain pathway through DiscoveryAlgo(·),
𝑔𝜃,𝑘 (·), and ℎ(·). Here we can iteratively update domain partitions inM and update parameters on both pathways during training.

We then assign a single score 𝑆 (𝑛) to each node 𝑛:

𝑆 (𝑛) = exp(pur(𝑛)) + 𝛼 ·
(
cov(𝑛) × dep(𝑛)

)
= exp

(
E𝑚∈M [sim(e𝑛, e𝑚)]

)
+ 𝛼 · ( |M||L| ·

ℎ

𝐻
), (5)

whereM is equivalent to Desc(n); E(·) denotes the mathematical
expectation; 𝛼 and exp(·) act as scaling factors, which regularize
the selection avoiding either too low or high level. The score matrix
𝑆 (𝑠1, . . . , 𝑠 |H | ) is obtained after scoring all nodes in the hierarchy.

4.1.4 Hierarchy Pruning. Once 𝑆 (𝑛) is computed, we perform a
bottom-up pass overH to generate a candidate set of pruned nodes.
Let 𝑝 be the parent node with children {𝑐1, . . . , 𝑐𝑟 }. There are three
possible situations upon comparing certain node’s score 𝑆 (𝑝) with
its children scores {𝑆 (𝑐𝑖 )}𝑟 :

Case 1. If 𝑆 (𝑝) > max({𝑆 (𝑐𝑖 )}𝑟 ), we include parent node 𝑝 and
exclude its children.

Case 2. If 𝑆 (𝑝) < min({𝑆 (𝑐𝑖 )}𝑟 ), we discard parent node 𝑝 and
select all children.

Case 3. Otherwise, we tentatively include 𝑝 but mark it for
further resolution in the next step.

Note that, if 𝑝 is discarded in the above cases, {𝑐1, . . . , 𝑐𝑟 } are
promoted to become the children of 𝑝’s parent. After the first itera-
tion on the score matrix, a candidate subset C0 is obtained; however,
it remains sub-optimal and requires further evaluation. To this end,
we construct a list of tuples 𝐴 of length 𝑁 , where each element
𝐴[𝑛] := (𝑝, 𝑐1, . . . , 𝑐𝑟 ) represents a flagged parent–child pair.

4.1.5 Domain Searching. Given 𝑁 flagged pairs, the complexity
of searching approaches grows exponentially 𝑂 (2𝑁 ). Inspired by
the Beam-Search algorithm [47], we get decisions within the top-
k pruning candidates 𝑂 (𝑘𝑁 ). For each flagged pair, we either (1)
unify them by including the parent or (2) retain the children as
distinct pruned nodes. Those pairs that have not yet been decided
default to retaining parent node to ensure complete coverage. We

adopt the Silhouette Score [41] as the evaluation metric. Specifically,
UdonCare first applies UMAP [35] on leaf node features for di-
mensionality reduction, and it then calculates the score on this full
hierarchical partition, reflecting the global separation quality under
the current pruning scheme. This process iterates over all flagged
node pairs in order by updating pruning subsets in {C1, C2, . . . , C𝑁 }
to make selection with the optimal evaluation result.

4.1.6 Domain Decision. With the resulting pruned selection C𝑁
(C′ in Eq. (2)), we updateM by converting patient data into these
pruned clusters in C𝑁 . If patient x(𝑖 ) has at least one leaf code𝑑 that
descends from the pruned node, we updateM[𝑖, 𝑗] = 1; otherwise,
M[𝑖, 𝑗] = 0. Consequently, each rowM[𝑖, :] represents the domain
labels of the 𝑖-th patient, defining a structured domain partition
over patients for downstream prediction.

4.2 Mutual Forward Learning

Each domain can be viewed as the latent representation r sampled
from a meta domain distribution 𝑝 (·), so that we can identify r and
then factorize 𝑝 (𝑦 |x) into

∫
𝑝 (𝑦 |x, r)𝑝 (r|x) 𝑑r by approximating

𝑞(r) ∼ 𝑝 (r|x) given data samples x. Subsequently, a domain encoder
𝑝 (r|x) and a label predictor 𝑝 (𝑦 |x, r) are needed for inference. Here
we parameterize the domain encoder 𝑝 (r|x) as a network𝑔𝜃 (·) with
parameter 𝜃 . Since the pruned output matrixM (see Section 4.1.2)
maps each training sample x tom (soft-label domain IDs), we apply
𝑔𝜃 (·) to m to estimate the domain factor r := 𝑔𝜃 (m). Although r
represents a probabilistic domain variable, we implement 𝑔𝜃 as a
deterministic Multi-Layer Perceptron (MLP) for the prediction task.
Next, we compute invariant features using a non-parametric func-
tion ℎ(·) : (r, p) ↦→ h, which disentangles domain covariates r from
patient embeddings p to obtain features for predicting 𝑝 (𝑦 |x, r).

4.2.1 Self-Supervised Domain Encoder. Themain concerns on train-
ing domain encoder is how to ensure 𝑔𝜃 (·) can extract valid domain
information from patients, which is ignored by some works [12,
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Algorithm 1 Overview of UdonCare

1: Input: EHR dataset S with patient’s data {x(𝑖 ) }𝑁tr
𝑖=1; Feature

extractor 𝑓𝜙 with defined backbone (e.g. Transformer).
2: // When iteration 𝐼 = 3 and epochs 𝑁 = 100
3: for epoch ∈ {1, 2, . . . , 40} do
4: // Backbone Pathway
5: Decode 𝑦𝑝 ← 𝑑𝜂 (𝑓𝜙,𝑘 (𝑥)) with Equation (8);
6: end for

7: Obtain learned 𝜙 ; Initialize the hierarchyH ;
8: for iteration ∈ {1, 2, 3} do
9: // Hierarchy-Guided Domain Discovery
10: Define & Update look-up tableM via Step 1-4;
11: Assign domain IDsM : x ↦→ m with Equation (2);
12: // Self-Supervised Domain Encoding
13: Initialize 𝑔𝜃 ; Pretrain 𝑔𝜃 by minimizing Equation (6);
14: for epoch ∈ {1, 2, . . . , 20} do
15: // Domain Pathway
16: Obtain patient embeddings p with Equation (1);
17: Get domain features r by 𝑔𝜃 (m);
18: Decompose invariant features h with Equation (7);
19: Decode 𝑦𝑝 , 𝑦ℎ with Equation (8);
20: Minimize co-training loss L𝑝 ,Lℎ with Equation (9);
21: end for

22: end for

23: Output: Trained models 𝑓𝜙 , 𝑔𝜃 , 𝑑𝜂 , 𝑞𝜉 ; final prediction 𝑦ℎ .

27, 57]. A regulation method is then developed during the encoder
training phase. Concretely, pseudo domain labels m help us di-
vide patients into latent domains, where averaging patient-specific
features p̄ could provide guidance for 𝑔𝜃 (·) in identifying domain
information. Hence, we adopt a pretraining task and update 𝜃 based
on patient embeddings p from 𝑓𝜙 (·) by minimizing loss function

L𝑟 [𝑔𝜃 (m), p̄] := MSE(r, E[p|m]) +
∥r𝜇 − p𝜇 ∥2F
∥p𝜇 ∥2F

, (6)

where E[p|m] denotes the average embedding associated with
domain IDs, and ∥r𝜇 − p𝜇 ∥2F measures the Maximum Mean Dis-
crepancy [3] with the norm F to reduce distributional gaps. The
subscript 𝜇 indicates batch-level averages. The domain encoder can
then approximate r through both patient-specific inputs p and m.

4.2.2 Invariant Feature Projection Learning. In Eq. (6), both r and p
are rescaled into a shared vector space with comparable magnitudes.
Hence, we can directly apply an orthogonal projection approach
(as in early studies [4, 44, 57]) to obtain the invariant feature h by
subtracting the parallel component of p in this shared vector space.
We formalize this in ℎ(·) as shown in Eq. (7):

h := p − r̃, where r̃ = r · ⟨ p
∥r∥ ,

r
∥r∥ ⟩. (7)

Here, r̃ is the component of p that is parallel to r with domain
covariates, while h is the remainder and thus invariant to domain
shifts. We thus obtain h without additional parameters, and ℎ(·)
serves as label information before making prediction.

Table 1: Statistics of MIMIC-III and MIMIC-IV datasets.

Dataset MIMIC-III MIMIC-IV

# patients 6,497 49,558
Max. # visit 42 55
Avg. # visit 2.66 3.66

Avg. # conditions per visit 13.06 13.38
Avg. # procedures per visit 4.54 4.70
Avg. # medications per visit 33.71 43.89

4.3 Training and Inference

4.3.1 Iterative Training. To train UdonCare, we feed each data
sample x into the hierarchy-pruning module to obtain its domain
ID m, and then remove domain covariates under a mutual learn-
ing architecture. Rather than updating the model continuously in
each epoch, we adopt an iterative training strategy, which prior
studies [9, 45] have shown can reduce training time while maintain-
ing comparable predictive performance.1 We iteratively update the
model weights and regenerate domain assignments every 20 epochs
in our experiment. Before each iteration, we reinitialize 𝑔𝜃 (·), be-
cause the input shape of m may vary due to updated code-level
embeddings. The full procedure is summarized in Algorithm 1.

4.3.2 Mutual Inference. After the orthogonal projection, we apply
the network 𝑞𝜉 (·) (operates on space p) as a post-step to parameter-
ize the label predictor 𝑝 (𝑦 |x, r); We can also parameterize 𝑝 (𝑦 |x)
through the regular decoder network 𝑑𝜂 (·) fed by patient embed-
dings from backbone 𝑓𝜙 (·).

𝑝 (𝑦 |x) ∼ 𝑦𝑝 = 𝑑𝜂 (p) = 𝑑𝜂 (𝑓𝜙 (x)),
𝑝 (𝑦 |x, r) ∼ 𝑦ℎ = 𝑞𝜉 (h) = 𝑞𝜉 (ℎ(𝑔𝜃 (m), p)) . (8)

Both 𝑞𝜉 (·) and 𝑑𝜂 (·) are MLP classifiers with learnable parameters.
A loss function L is then applied to add label supervision for down-
stream predictive tasks. We integrate these two predictors into a
collaborative framework, with the mutual inference objective:

L𝑝 = E(x,𝑦)∼S𝑡𝑟𝑎𝑖𝑛 ℓ (𝑦𝑝 , 𝑦) + 𝜆 · 𝐷KL (𝑦𝑝 | | 𝑦),
Lℎ = E(x,𝑦)∼S𝑡𝑟𝑎𝑖𝑛 ℓ (𝑦ℎ, 𝑦) + 𝜆 · 𝐷KL (𝑦ℎ | | 𝑦), (9)

where 𝐷KL (𝑦∗ ∥ 𝑦) denotes the KL Divergence [50] with the same 𝜆
value in L𝑝 and Lℎ . Within each loss, ℓ (·) denotes the binary cross
entropy and 𝑦 is the average probability of 𝑦𝑝 and 𝑦ℎ . These two
losses are calculated jointly L𝑝 +Lℎ to let 𝑑𝜂 and 𝑞𝜉 regularize one
another, stabilizing the learning of 𝑞𝜉 . Following the DG setting,
UdonCare applies 𝑦ℎ as the final prediction.

5 Experiments

5.1 Experiment Setups

5.1.1 Predictive Tasks. We evaluate UdonCare on four represen-
tative tasks: (1) Mortality Prediction, which determines whether
a patient will pass away by a specified time horizon after discharge.
This is a binary classification task. (2) Readmission Prediction,
which checks if a patient will be readmitted within a predefined
1For example, we set iterations 𝐼 = 3 and epochs 𝑁 = 100 by obtaining pretrained
parameters for 40 epochs and then updatingM iteratively every 20 epochs, yielding a
total of 100 epochs.
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Table 2: Performance comparison of four prediction tasks on MIMIC-III/MIMIC-IV. We report the average performance (%) and the
standard deviation (in bracket) over 5 runs. We also bold for the best model.

Model

Task 1: Mortality Prediction Task 2: Readmission Prediction

MIMIC-III MIMIC-IV MIMIC-III MIMIC-IV

AUPRC AUROC AUPRC AUROC AUPRC AUROC AUPRC AUROC

Oracle 16.95 (0.48) 70.61 (0.58) 8.46 (0.53) 68.92 (0.47) 74.42 (0.43) 69.74 (0.48) 69.37 (0.12) 68.47 (0.11)

Base 11.05 (0.65) 55.01 (0.98) 3.97 (0.47) 59.13 (0.76) 63.45 (0.84) 62.15 (0.73) 58.46 (0.24) 60.56 (0.31)
DANN 12.80 (0.52) 63.29 (0.69) 4.41 (0.45) 63.82 (0.46) 64.02 (0.61) 63.89 (0.75) 60.89 (0.11) 61.22 (0.23)
CondAdv 13.60 (0.52) 65.22 (0.53) 5.65 (0.62) 64.27 (0.68) 67.72 (0.41) 65.47 (0.50) 62.78 (0.14) 62.29 (0.19)
MLDG 13.25 (0.44) 64.07 (0.63) 4.75 (0.38) 62.75 (0.57) 66.00 (0.55) 65.59 (0.59) 60.20 (0.23) 62.24 (0.28)
IRM 13.50 (0.48) 65.41 (0.54) 4.14 (0.52) 62.36 (0.61) 67.07 (0.43) 65.93 (0.55) 61.81 (0.14) 61.84 (0.17)
PCL 13.70 (0.49) 64.55 (0.61) 5.35 (0.49) 64.70 (0.55) 65.03 (0.49) 66.36 (0.59) 61.03 (0.28) 63.04 (0.26)
ManyDG 14.10 (0.54) 66.27 (0.52) 6.06 (0.31) 64.66 (0.32) 68.63 (0.45) 67.03 (0.56) 63.48 (0.25) 64.07 (0.24)
SLDG 13.20 (0.47) 63.63 (0.56) 4.58 (0.44) 63.24 (0.60) 65.73 (0.53) 65.80 (0.50) 61.55 (0.14) 65.29 (0.16)

UdonCare 15.90 (0.36) 68.78 (0.40) 6.81 (0.27) 66.73 (0.48) 71.17 (0.32) 67.68 (0.36) 65.61 (0.10) 67.26 (0.25)

Model

Task 3: Drug Recommendation Task 4: Diagnosis Prediction

MIMIC-III MIMIC-IV MIMIC-III MIMIC-IV

AUPRC F1-score AUPRC F1-score w-F1 R@10 w-F1 R@10

Oracle 80.43 (0.14) 67.41 (0.29) 74.31 (0.25) 61.28 (0.22) 26.97 (0.13) 39.46 (0.27) 28.12 (0.11) 40.53 (0.16)

Base 68.83 (0.19) 57.31 (0.35) 66.94 (0.18) 53.13 (0.18) 21.32 (0.19) 31.08 (0.23) 20.07 (0.12) 31.52 (0.18)
DANN 75.18 (0.15) 60.55 (0.30) 69.63 (0.27) 53.43 (0.26) 22.08 (0.15) 34.27 (0.28) 24.05 (0.14) 35.21 (0.20)
CondAdv 76.59 (0.18) 64.42 (0.25) 71.48 (0.15) 55.62 (0.29) 23.09 (0.18) 36.27 (0.21) 26.13 (0.12) 37.35 (0.18)
MLDG 74.76 (0.17) 58.85 (0.33) 70.29 (0.27) 56.77 (0.16) 21.34 (0.17) 34.16 (0.26) 24.17 (0.13) 34.72 (0.19)
IRM 69.47 (0.16) 62.20 (0.30) 69.12 (0.14) 54.57 (0.18) 22.27 (0.16) 32.86 (0.23) 23.54 (0.15) 34.12 (0.21)
ManyDG 77.29 (0.14) 63.70 (0.28) 71.26 (0.19) 55.27 (0.19) 23.39 (0.14) 36.49 (0.27) 25.91 (0.13) 37.04 (0.20)

UdonCare 78.16 (0.18) 66.70 (0.29) 73.07 (0.33) 59.23 (0.14) 24.11 (0.18) 38.37 (0.26) 27.31 (0.11) 39.41 (0.17)

window (e.g., next 15 days) following discharge. This is also framed
as a binary classification. (3) Diagnosis Prediction, which fore-
casts the set of diagnoses (ICD-9-CM codes) for the patient’s next
hospital visit based on prior visits. This requires multi-label clas-
sification. (4) Drug Recommendation, which suggests a set of
medications (ATC-4 codes [37]) for the upcoming visit, also formu-
lated as multi-label classification. These tasks reflect diverse clinical
needs and provide a rigorous benchmark for DG evaluation.

5.1.2 Evaluation Metrics. Both readmission and mortality predic-
tion are binary classification tasks, we calculate the Area Under the
Precision-Recall Curve (AUPRC) and the Area Under the Receiver
Operating Characteristic Curve (AUROC) scores due to the imbal-
anced label distribution. For drug recommendation, we evaluate
predictions of all DG approaches by AUPRC and F1 scores, the same
setting as ManyDG [57] (i.e. 𝑑 < 120). For diagnosis prediction, we
decide accurate prediction by weighted F1 score as in Timeline and
top-10 recall as in DoctorAI [6], since the former one measures the
overall prediction on all classes (i.e. 𝑑 > 4500) and the latter one
have concentration on positive code with low frequency.

5.1.3 Datasets & Data Split. We conduct our main experiments
onMIMIC-III andMIMIC-IV, which are widely used in clinical
prediction [22, 23]. MIMIC-III covers ICU admissions from 2001 to
2012, while MIMIC-IV spans 2008 to 2019. To avoid overlapping
time ranges with MIMIC-III, we only retain patients from the years
2013–2019 in MIMIC-IV. For each set of experiments, we extract

6,497 and 49,558 patients with multiple visits (𝑇 ≥ 2) from both
datasets as shown in Table 1. Different from random data splitting,
we evaluate ourmodel under domain shifts induced by demographic
and temporal factors. For the MIMIC-III dataset, patients with Medi-
care or Medicaid insurance are used as the source domain, while
those with private insurance are treated as the target domain. Fol-
lowing the setting in SLDG [54] on the MIMIC-IV dataset, patients
admitted after 2017 are assigned to the target domain, while all
preceding patients are used as the source domain. Note that, there
is no patient overlap between the source and target domains to
prevent information leakage.

5.1.4 Baselines. We compare UdonCare with two naïve baselines,
five general DG baselines and twomost recent clinical DG baselines:
(1) Naïve Baselines: Oracle, trained backbone encoder directly on
the target data, and Base, trained solely on the source data. The
difference between metrics from Oracle (upper bound) and Base
(lower bound) can show the distribution gaps between source and
target data. (2) Typical DG Baselines: DANN [13], CondAdv [29],
MLDG [27], IRM [1], and PCL [60]. (3) Clinical DG Baselines:
ManyDG [57], and SLDG [54]. Since drug recommendation and
diagnosis prediction are multi-label classification, we drop PCL
and SLDG in these two tasks due to their setting limitation. Note
that, all baselines follow the same source/target definition as in the
Data Split section, and the test set remains unseen to all models
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Discovered Domain ICD-9-CM Diseases

Heart failures:
[428] heart failure

[428.0]
[428.1]
[428.20 - 428.23]
[428.30 - 428.33]
[428.40 - 428.43]
[428.9]

Essential hypertensions:
[401-405] hypertensive 
disease

[401.0]
[401.1]
[401.9]
…

Acute rheumatic fevers:
[390] w/o heart involvement
[391] w/ heart involvement
[392] rheumatic chorea

[390]
[391.0 - 391.2]
[391.8, 391.9]
[392.0, 392.9]

Figure 3: Domains among diseases of the circulatory system

identified byUdonCare. The left table shows how the discovered
domains correspond to specific ICD-9-CM diseases (codes) in the
hierarchy, while the right figure is the scatter plot using t-SNE upon
code-level embeddings.

except Oracle. The results reported in following sections are the
performance evaluated on the test set.

5.1.5 Implementation Details. Considering the common use of
the Encoder-Decoder structure for clinical prediction, we adopt the
Transformer [51] as the backbone feature extractor 𝑓𝜙 in Udon-
Care and all baselines. Specifically, we follow the implementation
adapted from PyHealth [58], consisting of three layers with a hid-
den size of 64, 4 attention heads, and a dropout rate of 0.2. The
position encoding is applied across patient visits to capture tempo-
ral order. Diagnosis, treatment, and medication codes are embedded
as separate feature keys using an embedding look-up table. The
MLP classifiers used for both original and domain-invariant repre-
sentations contain two hidden layers with sizes of 64 and 32, ReLU
activations, and a dropout rate of 0.2, with task-specific output
activations. We use the Adam optimizer for training, and all remain-
ing hyperparameters follow the settings in PyHealth. For domain
discovery, the score function uses 𝛼 = 0.5, and the KL divergence
loss coefficient 𝜆 is set to 1.0 on MIMIC-III and 1.5 on MIMIC-IV. All
models are trained for 100 epochs, and the best model is selected
based on the AUPRC score monitored on the source validation
set. We set the learning rate to 1 × 10−4 for 𝑓𝜙 and 5 × 10−5 for
𝑔𝜃 , batch size to 32, iteration to 3, and self-supervised epoch to
30. All experiments are conducted using Python 3.10 and PyTorch
2.3.1 with CUDA 12.4 on a server equipped with AMD EPYC 9254
24-Core Processors and NVIDIA L40S GPUs. Code is available at
https://github.com/humphreyhuu/UdonCare.

5.2 Main Results

Table 2 presents results on four classification tasks using MIMIC-III
and MIMIC-IV. First, the performance gap between the Oracle and
Base methods is substantial, showing the presence of considerable
domain differences. DANN [13] and MLDG [27], both relying on
coarse domain partitions, show minimal improvements, likely due
to difficulties in extracting consistent features from coarse parti-
tions. PCL [60] exhibits a slight gain through proxy-to-sample rela-
tionships. Meanwhile, IRM [1] and CondAdv [29] perform better by
incorporating regularization or recurrent structures for predictions.
Among clinical-specific baselines, ManyDG [57] achieves the best
results by leveraging mutual reconstruction, and SLDG [54] sees
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Figure 4: Diagnosis-prediction comparison across five par-

titioning schemes. Levels 1–4 use a globally fixed ICD-9-CM
hierarchy depth, while UdonCare adaptively prunes per branch.

only modest improvement due to its reliance on the most recent
admissions. Lastly, UdonCare surpasses over all baselines across
all tasks. Specifically, UdonCare achieves relative AUPRC improve-
ments of 12.8% (12.4%) for mortality prediction and 3.7% (3.4%) for
readmission prediction on MIMIC-III (MIMIC-IV), respectively.

Beyond the above results, we further extend our experiments by
using GAMENet [43] as our backbone, and evaluate model general-
ization across hospitals on the eICU dataset (see Appendix A).

5.3 Analysis of Discovered Domain

To illustrate how UdonCare behaves, we evaluate discovered do-
mains on diagnosis prediction using MIMIC-III. Here, we focus on
three kinds of heart related conditions from diseases of the circu-
latory system: heart failure (HF, 15 types), essential hypertension
(EH. 3 types), and acute rheumatic fever (ARF, 7 types). In the left
table of Figure 3, we can observe that the mid-level “heart failure”,
high-level “hypertensive disease”, and several leaf-level nodes are
chosen to represent these subtypes. These decisions reflect the
same patterns of code-embedding geometry (right scatter plot): HF
codes form a compact cluster, EH codes cluster even more tightly
and lie near the HF group, while ARF codes are widely dispersed.
Moreover, it is also consistent with medical knowledge: HF and EH
are clinically cohesive, while ARF shows greater heterogeneity due
to variable cardiac involvement. Thus, these results align with both
data-driven and clinical logic.

5.4 Effectiveness of Domain Partitions.

A natural alternative to adaptive pruning is to commit to a single
fixed depth of the ICD-9-CM hierarchy as the partition. We com-
pare UdonCare against four such fixed-level baselines on diagnosis
prediction, ranging from coarse chapters (Level 1, e.g., 390–459) to
leaf codes (Level 4, e.g., 428.1). Figure 4 shows that fixed aggrega-
tion is a meaningful baseline: intermediate levels 2–3 outperform
either extreme, but no single level wins across datasets. UdonCare
consistently surpasses all fixed levels, indicating that the additional
gain comes from per-branch granularity selection rather than from
hierarchy usage alone. A stronger partition should also define more
coherent patient groups: following a balanced pairwise-coherence
protocol, we sample same-domain and different-domain held-out
patient pairs under each scheme and report the similarity gap on
frozen patient embeddings, procedure codes, and medication codes

https://github.com/humphreyhuu/UdonCare
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Figure 5: Held-out patient coherence under five partitioning

schemes. For each scheme, we sample same-domain and different-
domain held-out patient pairs and report their similarity gap on
frozen patient embeddings, procedure codes, and medication codes.

(Figure 5). UdonCare yields the largest gap across all three modali-
ties, suggesting that its discovered domains correspond to clinically
coherent strata rather than arbitrary regrouping of diagnosis codes.

5.5 Ablation Analysis

We evaluate whether the designed pruning algorithm is effective
for prediction. We adopt (a) k-Means clustering, (b) hierarchical
clustering, and (c) tree pruning of the information gain algorithms
as alternatives to simplify the partitioning process. We use drug
recommendation tasks as an example to assess performance. The
results can be found in Figure 6.

The left figure shows how AUPRC changes with the number of
domain-discovery iterations. We observe that k-Means performs
the worst, largely because of its limitations in determining the
optimal number of clusters via grid search. Hierarchical clustering
performs better than k-Means but lacks structured guidance from
the medical hierarchy. Tree pruning outperforms both methods by
leveraging medical ontologies, demonstrating the importance of
knowledge-driven clustering.Moreover, UdonCare outperforms all
these methods by incorporating more precise domain IDs through
iterative beam-search updates. These results highlight the critical
role of medical ontologies in domain discovery and the advantages
of adaptive refinement for learning meaningful structures.

5.6 Effectiveness of Decomposition

Following the probing setting of [44, 57], a linear classifier 𝑑 can
be trained on the embedding to predict either (i) labels or (ii) do-
mains. After training such a predictor, the cosine similarity can be
calculated in terms of the learned weights to quantify the feature
dimension overlaps. Note that p, r̃, and h are normalized dimension-
wise to ensure that each dimension is comparable. The results are
shown in Table 3. In general, the third row has lower cosine simi-
larities than the first two rows, which indicates that there is mostly
non-overlap between feature dimensions predicting labels and do-
mains. Moreover, the first two rows give relatively higher similarity
and imply the domain and label information are separated from p
into domain features r̃ (scaling from r) and invariant features h. It
provides the quantitative evidence that UdonCare stores domain
and label information along distinct dimensions.
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Figure 7: Sensitivity of drug-recommendation performance

to 𝜆 and 𝜌 . Each panel sweeps one hyperparameter on MIMIC-
III/IV with the other fixed at its default; the dotted vertical line
marks the configuration reported in the main tables.

5.7 More Quantitative Analyses

5.7.1 Sensitivity Analysis. We sweep the two hyperparameters
that directly control pathway balance and domain granularity: the
mutual-learning weight 𝜆 and the LCA similarity threshold 𝜌 in
hierarchy pruning. Figure 7 reports drug-recommendation per-
formance on both datasets. The model achieves the best balance
at moderate 𝜆 (1.0 for MIMIC-III, 1.5 for MIMIC-IV) and around
𝜌 = 0.3, while either suppressing the auxiliary objective (𝜆 = 0) or
pushing it too hard (𝜆 = 2) consistently hurts both metrics; gran-
ularity behaves similarly, with very small or large 𝜌 giving over-
or under-fragmented domains. These trends confirm that the gains
are not the artifact of a narrow hyperparameter setting.

5.7.2 Runtime Analysis. Next, we compare the training time of
UdonCare with two other clinical DG baselines, ManyDG and
SLDG, as shown in Table 4. All runtimes are measured on an
NVIDIA L40S GPU. We find that an iterative training strategy effec-
tively balances computational overhead and performance for the
entire framework. We observe that UdonCare requires a training
time comparable to SLDG, since both rely on iterative parameter
updates that reduce the frequency of model adjustments during
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Table 3: Cosine similarity of linear weights on p, r̃, and h. Cosine similarity is averaged across classes and evaluated over 3 runs.

Cosine Similarity Mortality Prediction Readmission Prediction Drug Recommendation Diagnosis Prediction

𝑊𝑑 (p→ labels) vs.𝑊𝑑 (h→ labels) 0.7831 ± 0.0174 0.4813 ± 0.0391 0.6546 ± 0.0237 0.8654 ± 0.0198
𝑊𝑑 (p→ domains) vs.𝑊𝑑 (̃r→ domains) 0.3427 ± 0.0088 0.1957 ± 0.0314 0.2753 ± 0.0274 0.2133 ± 0.0036
𝑊𝑑 (p→ labels) vs.𝑊𝑑 (p→ domains) 0.1239 ± 0.0126 0.0794 ± 0.0392 0.1251 ± 0.0212 0.0972 ± 0.0095

∗𝑊d ( ·) represents the learned linear weights. For example,𝑊d (p→ domains) denotes training a linear model on p to predict domains.

Table 4: Running Time Comparison of Drug Recommenda-

tion (seconds per epoch). Note that SLDG uses only the most
recent admissions for prediction, following the original setting.

Model MIMIC-III MIMIC-IV

Base 3.206 ± 0.1219 6.943 ± 0.2342
ManyDG 5.462 ± 0.2648 9.215 ± 0.3781
SLDG 4.518 ± 0.0256 8.439 ± 0.1329
UdonCare 4.320 ± 0.1473 7.871 ± 0.2415

inference. ManyDG consumes more time than others, primarily
because its domain assumption spawns numerous latent domains
for subsequent computations.

5.7.3 Effect of Training Data Size. Lastly, inspired by [21, 57], we
investigate how the volume of training data impacts model per-
formance by conducting a comprehensive experiment in which
the training set size ranges from 1% to 100% to examine how well
models generalize with few domain samples. We evaluate drug
recommendation on MIMIC-IV, since its complexity poses a chal-
lenging setting for prediction under varying EHR data sizes. All
reported metrics are averaged over five independent runs. The re-
sults in Figure 8 indicate that all models show reduced performance
in both AUPRC and F1-score when labeled data are scarce, particu-
larly below 10% of the training set. However, UdonCare maintains
a considerable edge over other baselines, suggesting that its co-
training strategies effectively minimize information loss even when
domain features are limited. Notably, MLDG lacks a certain level
of resilience against data limitation, likely due to unique domain
assignment, which might not work for the situation that existing
patients with only few admissions (less than 3) on EHR datasets.

6 Conclusion

In this work, we propose UdonCare, a novel framework for clinical
domain generalization that discovers hierarchy-grounded domains
with adaptive granularity. By pruning hierarchical concepts, our
model addresses two unique challenges: the absence of domain IDs
and the need for domain definitions that align with medical seman-
tics. Extensive evaluations on multiple EHR datasets demonstrate
that UdonCare outperforms existing baselines across diverse tasks,
without incurring additional computational overhead. For example,
in mortality prediction, UdonCare achieves up to a 12.8% relative
improvement in AUPRC over the strongest baseline. In the future,
we plan to study multi-modal clinical prediction and more general
ontology-rich problems.
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Appendix

A Additional Experimental Results

Results with GAMENet Backbone. We extend the main experi-
ments by replacing the Transformer backbone with GAMENet [43],
a model specifically designed for drug recommendation tasks. We
evaluate it on the drug recommendation task using both MIMIC-III
and MIMIC-IV. As shown in Figure 9, the Oracle–Base gap again
highlights domain shift. Standard domain generalization methods
(e.g., DANN and IRM) provide limited improvements, while Con-
dAdv and MLDG show moderate gains. ManyDG performs well
on MIMIC-IV, but UdonCare achieves the best overall AUPRC
and F1-score. These findings confirm that UdonCare generalizes
effectively with a domain-specific backbone.

Results of Cross-Institutional Distributional Shift. Follow-
ing SLDG [54], we extend the evaluation to eICU, where hospitals
are categorized into four groups based on their locations: Midwest,
Northeast, West, and South. To deploy our model on this dataset,
we use the preprocessing procedure provided by PyHealth. We
evaluate spatial domain shifts by treating the Midwest group as
the target domain and the remaining groups as the source domain.
We use diagnosis and treatment codes to construct patient records,
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Figure 9: The Performance of drug recommendation upon

GAMENet. Bars show the five DG baselines and UdonCare;
dashed and dotted horizontal lines mark Oracle and Base.

since medications in eICU are not encoded with standard IDs. Ta-
ble 5 reports the results for readmission and diagnosis prediction.
UdonCare continues to outperform all baselines across both tasks.

B Domain Discovery with More Ontologies

To examine whether latent domain discovery benefits from richer
feature information, we further incorporate procedure and med-
ication codes as additional keys in UdonCare. Figure 10 reports
the per-metric change relative to the single-ontology setting in Ta-
ble 2. We observe that gains and regressions are both small (mostly
within ±1 p.p.) and inconsistent across tasks. These findings are
consistent with the tendency of additional ontologies to produce
overly fine-grained domains. Patients with the same disease may
be split solely by medication regimen, weakening the benefits of
ontology-guided grouping. Concretely, the pruned vocabulary in-
creases from 438 to 1097 nodes on readmission, while the share
of patients whose domain is shared by another patient falls from
89.4% to 53.8%. Consequently, patients with the same disease are
more likely to be assigned to different domains solely because of
distinct medication regimens.

Our reliance on the disease ontology is therefore not due to a
limitation of UdonCare, but reflects that diseases are a direct and
broadly available source of patient information. Almost all EHR pre-
diction tasks use diagnosis codes as primary inputs, and diseases
strongly influence domain formation. The disease ontology can
therefore serve as an appropriate basis in general clinical settings.
Rather than combining more ontologies, we encourage practition-
ers to select the one most appropriate for the task. For instance, a
medication ontology such as ATC may be equally or more appro-
priate for drug recommendation. UdonCare directly supports such
substitution. In this paper, we use the disease ontology consistently
across all four tasks in our experiments.

Table 5: Performance under Cross-Institutional Distribu-

tional Shift on eICU.

Model

Readmission Prediction Diagnosis Prediction

AUPRC AUROC w-F1 R@10

Oracle 22.74 (0.13) 69.29 (0.13) 63.18 (0.08) 79.05 (0.09)
Base 11.97 (0.08) 51.31 (0.06) 53.89 (0.05) 71.40 (0.05)
DANN 12.75 (0.16) 54.28 (0.14) 58.41 (0.18) 75.66 (0.24)
CondAdv 13.16 (0.18) 53.97 (0.12) 57.04 (0.23) 73.92 (0.17)
MLDG 14.82 (0.11) 54.25 (0.17) 58.13 (0.28) 75.31 (0.21)
IRM 15.73 (0.19) 58.31 (0.21) 59.22 (0.16) 76.46 (0.15)
PCL 15.14 (0.23) 58.06 (0.24) - -
ManyDG 17.53 (0.17) 60.20 (0.10) 60.61 (0.38) 76.94 (0.21)
SLDG 16.71 (0.21) 59.54 (0.18) - -
UdonCare 18.37 (0.18) 62.12 (0.11) 61.83 (0.14) 77.02 (0.11)
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Figure 10: Effect of adding procedure and medication ontolo-

gies on UdonCare. Each row reports the change in performance
(multi-ontology − single-ontology, in p.p.); blue marks improve-
ments, red marks regressions.
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